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O BLIV P2P: An Oblivious Peer-to-Peer Content Sharing SystemYaoqi Jia1 Tarik Moataz2 1 NationalShruti Tople1 Prateek Saxena1University of Singapore{jiayaoqi, shruti90, prateeks}@comp.nus.edu.sg2 ColoradoState University and Telecom Bretagnetarik.moataz@colostate.eduAbstractsharing ﬁles on the Internet. More recently, peer-assistedCDNs such as Akamai Netsession [4] and Squirrel [5]are gaining wide adoption to ofﬂoad web CDN trafﬁc toclients. The convenient access to various resources attract millions of users to join P2P networks, e.g., BitTorrent has over 150 million active users per month [6] andits ﬁle-sharing service contributes 3.35% of all worldwide bandwidth [7]. However, the majority of such P2Papplications are susceptible to long-term trafﬁc analysis through global monitoring; especially, analyzing thepattern of communication between a sender and a receiver to infer information about the users. For example, many copyright enforcement organizations such asIFPI, RIAA, MPAA, government agencies like NSA andISP’s are reported to globally monitor BitTorrent trafﬁcto identify illegal actors. Monitoring of BitTorrent trafﬁc has shown to reveal the data requested and sent by thepeers in the network [8–10]. Unfortunately, while detecting copyright infringements is useful, the same globalmonitoring is applicable to any user of the P2P network,and can therefore collect benign users’ data. Thus, usersof such P2P systems are at a risk of leaking private information such as the resources they upload or download.To hide their online traces, users today employ anonymous networks as a solution to conceal their digitalidentities or data access habits. Currently, anonymousnetworks include Mix networks [11–13], and Onionrouting/Tor-based systems [14–17], as well as other P2Panonymity systems [18–23]. Such systems allow the userto be anonymous, so that the user is unidentiﬁable withina set of users [24].Although above solutions provide an anonymity guarantee, they are vulnerable to long-term trafﬁc patternanalysis attacks, which is an important threat for P2P systems like BitTorrent [25–30]. Researchers have demonstrated attacks targeting BitTorrent users on top of Torthat reveal information related to the resources uploadedor downloaded [31, 32]. Such attacks raise the question- is anonymizing users the right defense against trafﬁcPeer-to-peer (P2P) systems are predominantly used todistribute trust, increase availability and improve performance. A number of content-sharing P2P systems, forﬁle-sharing applications (e.g., BitTorrent and Storj) andmore recent peer-assisted CDNs (e.g., Akamai Netsession), are ﬁnding wide deployment. A major securityconcern with content-sharing P2P systems is the risk oflong-term trafﬁc analysis — a widely accepted challengewith few known solutions.In this paper, we propose a new approach to protectingagainst persistent, global trafﬁc analysis in P2P contentsharing systems. Our approach advocates for hidingdata access patterns, making P2P systems oblivious. Wepropose O BLIV P2P— a construction for a scalable distributed ORAM protocol, usable in a real P2P setting.Our protocol achieves the following results. First, weshow that our construction retains the (linear) scalabilityof the original P2P network w.r.t the number of peers.Second, our experiments simulating about 16,384 peerson 15 Deterlab nodes can process up to 7 requests of512KB each per second, suggesting usability in moderately latency-sensitive applications as-is. The bottlenecks remaining are purely computational (not bandwidth). Third, our experiments conﬁrm that in our construction, no centralized infrastructure is a bottleneck —essentially, ensuring that the network and computationaloverheads can be completely ofﬂoaded to the P2P network. Finally, our construction is highly parallelizable,which implies that remaining computational bottleneckscan be drastically reduced if O BLIV P2P is deployed ona network with many real machines.1IntroductionContent sharing peer-to-peer (P2P) systems, especiallyP2P ﬁle-sharing applications such as BitTorrent [1],Storj [2] and Freenet [3] are popular among users for Leadauthors are alphabetically ordered.1USENIX Association25th USENIX Security Symposium 945
tributing the communication and computation overhead.pattern analysis in P2P content sharing systems?In this paper, we investigate a new approach to solvethe problem of persistent analysis of data communicationpatterns. We advocate that data / resource access patternhiding is an important and necessary step to thwart leakage of users data in P2P systems. To this end, we presenta ﬁrst candidate solution, O BLIV P2P— an oblivious protocol for peer-to-peer content sharing systems. Hidingdata access patterns or making them oblivious unlinksuser’s identity from her online traces, thereby defendingagainst long-term trafﬁc monitoring.1.1Solution Overview. We start with a toy construction(O BLIV P2P-0) which directly adapts ORAM to a P2Psetting, and then present our main contribution which isa more efﬁcient solution (O BLIV P2P-1).Centralized Protocol (O BLIV P2P-0): Our centralizedprotocol or O BLIV P2P-0, is a direct adaptation ofORAM in a P2P system. The peers in the networkbehave both like distributed storage servers as well asclients. They request a centralized, trusted tracker to access a particular resource. The tracker performs all theORAM operations to fetch the resource from the network and returns it to the requesting peer. However, thisvariant of O BLIV P2P protocol has limited scalability asit assigns heavy computation to the tracker, making it abottleneck.Distributed Protocol (O BLIV P2P-1): As our main contribution, we present O BLIV P2P-1 which provides bothobliviousness and scalability properties in a trackerbased P2P system. To attain scalability, the key ideais to avoid any single entity (say the tracker) as a bottleneck. This requires distributing all the ORAM operations for fetching and sharing of resources among thepeers in the network, while still maintaining obliviousness guarantees. To realize such a distributed protocol,our main building block, which we call Oblivious Selection (OblivSel), is a novel combination of private information retrieval with recent advances in ORAM. Oblivious Selection gives us a scalable way to securely distribute the load of the tracker. Our construction is provensecure in the honest-but-curious adversary model. Constructions and proofs for arbitrarily malicious fraction ofpeers is slated for future work.ApproachFor hiding data access patterns between a trusted CPUand an untrusted memory, Goldreich and Ostrovsky proposed the concept of an Oblivious RAM (ORAM) [33].We envision providing similar obliviousness guaranteesin P2P systems, and therefore select ORAM as a starting point for our solution. To the best of our knowledge,O BLIV P2P is the ﬁrst work that adapts ORAM to accesses in a P2P setting. However, directly employingORAM to hide access patterns in a P2P system is challenging. We outline two key challenges in designing anoblivious and a scalable P2P protocol using ORAM.Obliviousness. The ﬁrst challenge arises due to the difference in the setting of a standard ORAM as comparedto a P2P content sharing system. Classical ORAM solutions consists of a single client which securely accessesan untrusted storage (server), wherein the client is eventually the owner and the only user of the data in the memory. In contrast, P2P systems consist of a set of trustedtrackers managing the network, and multiple data owners (peers) in the network. Each peer acts both as a clientas well as a server in the network i.e., a peer can eitherrequest for a data or respond to other peer’s request withthe data stored on its machine. Hence, adversarial peerspresent in the network can see the plaintext and learn thedata requested by other peers, a threat that does not existsin the traditional ORAM model where only encrypteddata is seen by the servers.1.2System and ResultsWe provide a prototype implementation of bothO BLIV P2P-0 and O BLIV P2P-1 protocols in Python.Our source code is available online [34]. We experimentally evaluate our implementation on DeterLab testbedwith 15 servers simulating up to 214 peers in the network.Our experiments demonstrate that O BLIV P2P-0 is limited in scalability with the tracker as the main bottleneck.The throughput for O BLIV P2P-1, in contrast, scales linearly with increase in the number of peers in the network.It attains an overall throughput of 3.19 MBps for a network of 214 peers that corresponds to 7 requests per second for a block size of 512 KB. By design, O BLIV P2P-1is embarrassingly parallelizable over the computationalcapacity available in a real P2P network. Further, ourprotocol exhibits no bottleneck on a single entity in experiment, thereby conﬁrming that the network and thecomputational overhead can be completely ofﬂoaded toScalability. The second challenge lies in seeking anoblivious P2P system that 1) the throughput scales linearly with the number of peers in the network, 2) has nocentralized bottleneck and 3) can be parallelized with anoverall acceptable throughput. In standard ORAM solutions, the (possibly distributed) server is responsible forserving all the data access requests from a client one-byone. In contrast, P2P systems operate on a large-scalewith multiple peers (clients) requesting resources fromeach other simultaneously without overloading a particular entity. To retain scalability of P2P systems, it isnecessary to ensure that requests can be served by dis2946 25th USENIX Security SymposiumUSENIX Association
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2.2the P2P network.Contributions. We summarize our contributions below:In our threat model, we consider the tracker as a trustedparty and peers as passive honest-but-curious adversariesi.e., the peers are expected to correctly follow the protocol without deviating from it to learn any extra information. In P2P systems including CDNs (content deliverynetworks) and BitTorrent, passive monitoring is alreadya signiﬁcant threat on its own. We consider the followingtwo types of adversaries: Problem Formulation. We formulate the problemof making data access pattern oblivious in P2P systems. This is a necessary and important step inbuilding defenses against long-term trafﬁc analysis. New Protocols. We propose O BLIV P2P— a ﬁrstcandidate for an oblivious peer-to-peer protocol incontent sharing systems. Our main building blockis a primitive which we refer to as oblivious selection that makes a novel use of recent advances inOblivious RAM combined with private informationretrieval techniques. System Implementation & Evaluation. Our prototype implementation is available online [34]. Weexperimentally evaluate our protocol to measure theoverall throughput of our system, latency for accessing resources and the impact of optimizationson the system throughput.2Global Passive Adversary. Since BitTorrent trafﬁc ispublic, there exist tools like Global BitTorrent Monitor [37] or BitStalker [38] that support accurate and efﬁcient monitoring of BitTorrent. Previous research hasshown that any BitTorrent user can be logged within aspan of 3 hours, revealing his digital identity and the content downloaded [39]. Further, the adversary can log thecommunication history of the network trafﬁc to performofﬂine analysis at a later stage. Hence, we consider it rational to assume the presence of a global adversary withthe capability to observe long term trafﬁc in the network.ProblemPassive Colluding Peers. Some of the peers in theP2P network can be controlled by the global adversary.They can further collude to exchange data with otheradversarial peers in the system. While colluding these“sybil” peers can share information such as observed /served requests and the contents stored at their local storage. Their goal is to collectively glean information aboutother peers in the network. A formal deﬁnition of passivecolluding peers is as follows:Many P2P applications are not designed with security inmind, making them vulnerable to trafﬁc pattern analysis. We consider BitTorrent as our primary case study.However, the problem we discuss is broadly applicable to other P2P ﬁle sharing systems like Gnutella [35],Freenet [3] and Storj [2] or peer-assisted CDNs such asAkamai Netsession [4], Squirrel [5] and APAC [36].2.1Threat ModelBitTorrent: A P2P ProtocolDeﬁnition 2.1. (Passive Colluding peers) We say thata peer Pi passively colludes with peer Pj if both peersshare their views without any modiﬁcation, where a viewconsists of: a transcript of the sequence of all accessesmade by Pi , a partial or total copy of peer’s private storage, and a transcript of the access pattern induced bythe sequence of accesses. We denote by C (Pi ) the set ofcolluding peers with Pi .The BitTorrent protocol allows sharing of large ﬁles between users by dividing it into blocks and distributing itamong the peers. It has a dynamic network, made upof a number of nodes that join the network and volunteer themselves as peers. Each peer holds data blocks inits local storage and acts both as a client / requester andserver / sender simultaneously. There exists a tracker thattracks which peers are downloading / uploading whichﬁle and saves the state of the network. It keeps information regarding the position or the IP addresses ofpeers holding each resource but does not store any realdata blocks. A peer requests the tracker for a particularresource and the tracker responds with a set of IP addresses of peers holding the resource. The requester thencommunicates with these IP addresses to download theblocks of the desired resource. The peers interact witheach other using a P2P protocol1 . The requester concatenates all the blocks received to construct the entireresource.Note that from the above deﬁnition, we have a symmetric relation such that if Pi C (Pj ) for i j, then/ C (Pj ), then C (Pi ) andPj C (Pi ). It follows that if Pi C (Pj ) are disjoint.Our protocol tolerates a fraction of c adversarial peersin the network such that c O(N ε ), where N is the totalnumber of peers in the network and ε 1. Although theP2P network undergoes churn, we assume the fraction ofadversarial peers c remains within the asymptotic boundsof O(N ε ). Our choice of the upper bound for c ensuresan exponentially small advantage to the attacker; for anapplication that can tolerate higher attacker’s advantage,a larger malicious fraction can be allowed.1 We want to emphasize that there are other models of P2P networkswithout tracker based on DHT that we are not addressing in this work.3USENIX Association25th USENIX Security Symposium 947
2.3Insufﬁciency of Existing Approachessolutions are susceptible to attacks in our threat model.In this work, we address this problem from a new viewpoint, by making the communication pattern obliviousin the network. We advocate that hiding data / resourceaccess pattern is a necessary and important step in designing trafﬁc pattern analysis resistant P2P systems.In a P2P system such as BitTorrent, a user accesses aparticular resource by either downloading (Fetch) or uploading (Upload) it to the network. We propose to buildan oblivious P2P content sharing protocol (O BLIV P2P)that hides the data access patterns of users in the network. We formally deﬁne an Oblivious P2P protocol asfollows:Existing techniques propose anonymizing users to prevent trafﬁc pattern analysis attacks. However, these solutions are not sufﬁcient to protect against a global adversary with long term access to communication patterns.Unlinkability Techniques (e.g. Mixnet). Existinganonymity approaches “unlink” the sender from the receiver (see survey [40]). Chaum proposed the ﬁrstanonymous network called mix network [11], whichshufﬂes messages from multiple senders using a chainof proxy servers and sends them to the receiver. Anotherrecent system called Riposte guarantees trafﬁc analysisresistance by unlinking a sender from its message [41].However, all these systems are prone to attack if an adversary can observe multiple request rounds in the network.For example, consider that Alice continuously communicates with Bob using a mixnet service. A globaladversary observes this communication for a couple ofrounds, and records the recipient set in each round. Letthe senders’ set consists of S1 {Alice, a, b, c} and S2 {a , b , Alice, c }, and the recipients’ set consists of R1 {x, y, z, Bob} and R2 {x , y , Bob, z } for rounds 1 and 2respectively. The attacker can then infer the link betweensender and receiver by intersecting S1 S2 {Alice} andR1 R2 {Bob}. The attacker learns that Alice is communicating with Bob, and thus breaks the unlinkability.This attack is called the intersection, hitting set or statistical disclosure attack [25, 26]. Overall, one time unlinkability is not a sufﬁcient level of defense when theadversary can observe trafﬁc for arbitrary rounds.Deﬁnition 2.2. (Oblivious P2P): Let (P1 , · · · , Pn ) andT be respectively a set of n peers and a tracker in a P2P system. We denote by xi (xi,1 , · · · , xi,M ) a sequence of M accesses made by peer Pi such that xi, j (opi,j , ﬁdi,j , ﬁlei,j ) where opi,j {Upload, Fetch}, ﬁdi,j isthe ﬁlename being accessed, and ﬁlei,j is the set of blocksbeing written in the network if opi,j Upload. We denote by A ( xi ) the access pattern induced by the access sequence xi of peer Pi . The access patternis composed of the memory arrays of all peers accessed while running the sequence xi . We say that a P2P isoblivious if for any two equal-length access sequences x j by two peers Pi and Pj such thatxi and Pj / C (Pi ) k [M] : xi,k Fetch x j,k Fetch xi,k Upload x j,k Upload k [M], ﬁlei,k ﬁlej,k Path Non-Correlation (e.g. Onion routing). Anotherapproach for guaranteeing anonymity is to route the message from a path such that the sender and the receivercannot be correlated by a subset of passive adversarial nodes. Onion-routing based systems like Tor enable anonymous communication by using a sequence ofrelays as intermediate nodes (called circuit) to forwardtrafﬁc [15, 42]. However, Tor cannot provide senderanonymity when the attacker can see both the ends ofthe communication, or if a global adversary observes theentire network. Hence, if an attacker controls the entryand the exit peer then the adversarial peers can determinethe recipient identity with which the initiator peer is communicating [27–30]. This is a well-known attack calledthe end-to-end correlation attack or trafﬁc conﬁrmationattack [43, 44].2.4are indistinguishable for all probabilistic poly-timeadversaries except for C (Pi ), C (Pj ), and tracker T .Scope. O BLIV P2P guarantees resistance against persistent communication trafﬁc analysis i.e., observing thepath of communication and thereby linking a sender to aparticular resource. O BLIV P2P does not prevent against:a) Active Tampering: An adversarial peer can tamper, alter and deviate from the protocol to learn extrainformation. Admittedly, this can have an impacton obliviousness, correctness and availability of thenetwork.b) Side Channels: An adversary can monitor any peer inthe system to infer its usage’s habits via side channels:the number of requests, time of activity, and totalnumber of uploads. In addition, an adversary can alwaysinfer the total ﬁle size that any peer is downloading oruploading to the P2P network. Literature shows thatsome attacks such as website ﬁngerprinting can be basedon the length of ﬁle requested by peers [45].c) Orthogonal Attacks: Other attacks in P2P ﬁle sharingProblem StatementOur goal is to design a P2P protocol that prevents linkinga user to a requested resource using trafﬁc pattern analysis. Section 2.3 shows how previous anonymity based4948 25th USENIX Security SymposiumUSENIX Association
systems consist of threats such as poisoning of ﬁles byuploading corrupted, fake or misleading content [46] ordenial of service attacks [47]. However, these attacks donot focus on learning private information about the peersand hence are orthogonal to our problem.Admittedly, our assumption about honest-but-curiousis less than ideal and simpliﬁes analysis. We hope thatour construction spurs future work on tackling the active or arbitrary malicious adversaries. Emerging trustedcomputing primitives (e.g., Intel SGX [48]) or cryptographic measures [49] are promising directions to investigate. Lastly, O BLIV P2P should not be confused withtraditional anonymous systems where a user is anonymous among a set of users. O BLIV P2P does not guarantee sender or receiver anonymity, but hides data accesspatterns of the users.3 Node pathPeersPeer-to-Peer networkFigure 1: Mapping of a client / server ORAM model to a P2P systemleast common ancestor algorithm to sort the blocksas in [51]. Finally, the client freshly encrypts theblocks and writes them back to the nodes in thepath.The stash is upper bounded by O(log N). The overallbandwidth may reach 2.5 log N, for N blocks stored. InRing ORAM, eviction happens periodically after a controllable parameter A 2z accesses where z is the number of blocks in each bucket [52].Our ApproachAs a defense against trafﬁc pattern analysis, we guarantee oblivious access patterns in P2P systems. We consider Oblivious RAM as a starting point.3.1 3.2Background: Tree-Based ORAMMapping an ORAM to a P2P settingWe start from a traditional ORAM in a client / servermodel where the client is trusted and the server is not,and simulate it on a tracker / peers setting. In particular,we consider that the server’s memory is organized in atree structure, and we delegate every node in the tree toa peer. That is, a full binary tree of N leaves is nowdistributed among N p 2N 1 peers (refer to Figure 1).In practice, many nodes can be delegated to many peersbased on the storage capacity of each peer.Contrary to the client / server setting where the clientis the only one who can fetch, modify or add a block,in P2P, the peers can also request and add new blocks.In addition, the peers are volatile, i.e, many peers canjoin or leave the network. Moreover, from a security perspective, the network peers do not trust each other, andan adversarial peer can always be interested in ﬁndingout the block being retrieved by other peers. To avoidthis, the tracker instructs the peers in a P2P system tosave encrypted blocks in their local memory (differentfrom the conventional BitTorrent model). Our construction ensures that the peer neither has the keys necessaryto decrypt its storage nor can it collude with other adversarial peers to recover it. In this setting, we ﬁrst present astrawman approach that guarantees our security goal butis restricted in terms of scalability.Oblivious RAM, introduced by Goldreich and Ostrovsky [33], is a cryptographic primitive that prevents anadversary from inferring any information via the memory access pattern. Tree-based ORAM introduced by Shiet al. [50] offers a poly-logarithmic overhead which isfurther reduced due to improvements suggested in thefollow up works [51–56]. In particular, we use RingORAM, [52], one of the latest improvements for treebased ORAM in our protocol. In Ring ORAM, to storeN data blocks, the memory is organized in a (roughly)log N-height full binary tree, where each node containsz real blocks and s dummy blocks. Whenever a block isaccessed in the tree, it is associated to a new randomlyselected leaf identiﬁer called, tag. The client stores thisassociation in a position map PosMap along with a private storage (stash). To read and write to the untrustedmemory, the client performs an Access followed by anEvict operation described at a high level as follows: Access(adr): Given address adr, the client fetchesthe leaf identiﬁer tag from PosMap. Given tag,the client downloads one block per every node inthe path P(tag) that starts from the root and endswith the leaf tag. The client decrypts the retrievedblocks, and retrieves the desired block. This blockis appended to the stash. Evict(A, ν): After A accesses, the client selects apath P(ν) based on a deterministic reverse lexicographic order, downloads the path, decrypts itand appends it to the stash. The client runs the3.3O BLIV P2P-0 : Centralized ProtocolAlmost all ORAM constructions are in a client / serversetting and not designed for a P2P setting. A simpleapproach is to map the role of the trusted client in an5USENIX Association25th USENIX Security Symposium 949
ORAM setting (refer to Figure 1) to the trusted trackerin a P2P system. The client in ORAM is simulated bythe trusted tracker (storing the position map, private keysand the stash) and the server by the untrusted peers (storing the encrypted blocks). With such a mapping from anORAM model to a P2P setting, a peer (initiator) can request for a resource to the tracker. To access a particularresource, the tracker fetches the blocks from a path in thetree and decrypts them to get the desired block. It thenreturns the requested resource to the initiator peer. Thissimple plug-&-play construction satisﬁes all our P2P security requirements.In O BLIV P2P-0, the trusted tracker behaves as theclient in traditional ORAM model. Whenever a peer requests a block, the tracker performs all the ORAM access work, and then sends the plaintext block to the initiator. The tracker downloads the path composed of alogarithmic number of nodes, writes back the path witha fresh re-encryption before routing the block to the initiator. As long as the tracker is trusted, this ensures theobliviousness property of peers’ accesses, as stated bydeﬁnition 2.2.computational time consists of decrypting and encrypting the stash. Since the stash has a size of O(log N)blocks, the tracker does O(log N) blocks encryption/decryption. In terms of storage, every peer has (z s)blocks to store, where z is number of real blocks and sis a parameter for dummy blocks. From a security perspective, it is clear that if there are two sequences verifying the constraints of Deﬁnition 2.2, a malicious peermonitoring their access pattern cannot infer the retrievedblocks, since after every access the block is assigned to arandom path in the simulated ORAM.4In this section, we describe our main contribution,O BLIV P2P-1 protocol that provides both security andscalability properties. In designing such a protocol, ourmain goal is to avoid any bottleneck on the tracker i.e.,none of the real blocks should route through the trackerfor performing an access or evict operations of ORAM.We outline the challenges in achieving this propertywhile still retaining the obliviousness in the network.Upload algorithm. To upload a ﬁle, the peer dividesit into data blocks and sends the blocks to the tracker.The tracker appends the block to the stash stored locallywhile generating new random tags. The tracker updatesaccordingly TagMap, and FileMap (refer to Table 1).4.1ChallengesFirst Attempt. A ﬁrst attempt to reduce tracker’s overhead is to modify O BLIV P2P-0 such that the heavy computation of fetching the path of a tree and decrypting thecorrect block is ofﬂoaded to the initiator peer. On gettinga resource request from a peer, the tracker simply sendsinformation to the peer that includes the path of the treeto fetch, the exact position of the requested block and thekey to decrypt it. However, unlike standard ORAM, thepeer in our model is not trusted. Giving away the exactposition of the block to the initiator peer leaks additionalinformation about the requested resource in our model,as we explain next.Recall that in a tree-based ORAM, blocks are distributed in the tree such that the recently accessed blocksremain in the top of the tree. In fact, after every eviction the blocks in the path are pushed down as far aspossible from the root of the tree. As an instance, after N deterministic evictions, all blocks that were neveraccessed are (very likely) in the leaves. Conversely, consider that an adversarial peer makes two back-to-back accesses. In the ﬁrst access, it retrieves a block from the topof the tree while in the second access it retrieves a blockfrom a leaf. The adversarial peer (initiator) learns thatthe ﬁrst block is a popular resource and is requested before by other peers while the second resource is a lessfrequently requested resource. This is a well known issue in tree-based ORAM, and is recently formulated asthe block history problem [57]. Disclosing the block position, while hiding the scheme obliviousness requires toFetch algorithm. To fetch a ﬁle, the peer sends the ﬁleidentiﬁer, as an instance a ﬁlename, to the tracker. Thetracker fetches from the FileMap and TagMap the corresponding blocks and sends requests to the correspondingpeers to retrieve the blocks, following the Ring ORAMAccess protocol. For every retrieved block, the trackersends the plaintext block to the requesting peer.Sync algorithm. The synchronization happens after every A 2z accesses [52] (e.g., nearly 8 accesses) at whichpoint the tracker evicts the stash.Tracker as Bottleneck. In O BLIV P2P-0, the trackerhas to transmit / encrypt a logarithmic number of blockson every access. The tracker requires a bandwidth ofO(log N · B) where B is the block size and the computation cost of O(log N · E) where E is time for encrypting/ decrypting a block.
Peer-to-peer (P2P) systems are predominantly used to distribute trust, increase availability and improve perfor-mance. A number of content-sharing P2P systems, for ﬁle-sharing applications (e.g., BitTorrent and Storj) and more recent peer-assisted CDNs (e.g., Akamai N
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DNR Peer A Peer B Peer C Peer D Peer E Peer F Peer G Peer H Peer I Peer J Peer K 14 Highest Operating Margin in the Peer Group (1) (1) Data derived from SEC filings, three months ended 6/30/13 and includes DNR, CLR, CXO, FST, NBL, NFX, PXD, RRC, SD SM, RRC, XEC. Calculated as
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A Measurement Study of Peer-to-Peer File Sharing Systems 


The popularity of peer-to-peer multimedia ﬁle sharing applications such as Gnutella and Napster has created a ﬂurry of recent research activity into peer-to-peer architec-tures. We believe that the proper evaluation of a peer-to-peer system must take into account the characteristics 
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Modeling Peer-Peer File Sharing Systems 


In a peer-peer ﬁle-sharing application, for example, a peer both requests ﬁles from its peers, and stores and serves ﬁles to its peers. A peer thus generates workload for the peer-peer application, while also providing the ca
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Enabling Effective Module-oblivious Power Gating for Embedded Processors 


To enable module-oblivious power gating, we present a fully-automated technique that performs co-analysis of an embedded sys-tem's processor netlist and application binary to make safe, aggressive power gating decisions.2 To the best of our knowledge, this is the ﬁrst technique for module-oblivious power gating.
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PEER-TO-PEER IN YOUTH INFORMATION - VšĮ Creativitas 


this training course came from as well as to explain 3 main themes (peer-to-peer education, youth information and facilitation). As a trainer delivering the peer-to-peer training course, you will need a bit some more knowledge in your pockets before the training course starts. If you are a young peer educator who just finished the training course,
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Strategy and Responsibility Overview 


CarMax is the Largest Buyer and Seller of Used Autos from and to Consumers in the U.S. 5. The powerful integration of our online and in -person experiences gives us access to the. largest addressable market . in the used auto industry. CarMax. Peer 1. Peer 2. Peer 3. Peer 4. Peer 5. Peer 6. Peer 7. 752K CarMax FY21 vs Public Peers in CY2020. 11%
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Peer Mentoring Agreement and Action Plan The Peer Mentoring Agreement and Action Plan is a tool that you and your peer mentor should complete at the start of the peer mentorship to guide your time together and establish expectations. The tool guides you and your peer
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A Collection of TOEFL Reading Comprehension 


3 PRACTICE TEST 01 May 2004 Question 1-10 All mammals feed their young. Beluga whale mothers, for example, nurse their calves for some twenty months, until they are about to give birth again and their young are able to
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Technological Revolutions and Stock Prices National Bureau of Economic .

stock prices up, but the discount rate eﬀect prevails eventually, pushing the stock prices down. The resulting pattern in the new economy stock prices looks like a bubble but it obtains under rational expectations through a general equilibrium eﬀect. The bubble-like pattern in stock prices arises in part due to an ex post selection bias.
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Dynamic correlation between stock market and oil prices: The case of .

between stock market and oil prices is still growing. Nevertheless, there are very few studies on the dynamic correlation between these two markets. A first approach on the dynamic co-movements between oil prices and stock markets was performed by Ewing and Thomson (2007), using the cyclical components of oil prices and stock prices.
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Prices Effective January 1, 2020 Machine Prices and Speci cations

Prices Effective January 1, 2020 Machine Prices and Speci cations Prices Effective January 1, 2020 ZERO TURN-4 SERIES REVISED MAY 18, 2020. Machine Prices and Secications Prices Eectie anuar , 2 ZT1. Prices F.O.B. Selma, Alabama and Subject to Change Without Notice. ESTATE SERIES
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Vanguard U.S. Stock Index Small-Capitalization Funds .

† Stock market risk, which is the chance that stock prices overall will decline. Stock markets tend to move in cycles, with periods of rising prices and periods of falling prices.The Fund’s target index tracks a subset of the U.S. stock market, which could cause the Fund to perform di
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Forecasting Prices on the Stock Exchange Using a Trading System

Forecasting prices in stock markets is a matter of great interest both in the academic field and in business. The forecasting of stock prices and stock returns is possible using various techniques and methods. Many researchers study price trends in stock markets with the help of artificial neural networks [1-2] or fuzzy-trends [3, 4]. The
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A Hybrid Prediction Method for Stock Price Using LSTM and . - Hindawi

the relationship between stock prices and these factors. Although these factors will temporarily change the stock price, in essence, these factors will be reﬂected in the stock price and will not change the long-term trend of the stock price. erefore, stock prices can be predicted simply with historical data.
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Columbus,Ohio 1890

Slicing Steaks 3563 Beef Tender, Select In Stock 3852 Angus XT Shoulder Clod, Choice In Stock 3853 Angus XT Chuck Roll, Choice 20/up In Stock 3856 Angus XT Peeled Knuckle In Stock 3857 Angus XT Inside Rounds In Stock 3858 Angus XT Flats, Choice In Stock 3859 Angus XT Eye Of Round, Choice In Stock 3507 Point Off Bnls Beef Brisket, Choice In Stock
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Determine your Pricing Point Taxonomy to Help you Pricing Strategy: Using

Lowering of prices to match competitor prices can be done on a more precise level with Taxonomy. Price matching can be done based on the comparison of further classification via Taxonomy. Stock Availability: In stock/ Out of stock When both the competitor and us have the same product in stock, we ought to markdown to match prices when
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COVID-19 and Energy COVID-19 and the Oil Price - Stock Market Nexus .

stock market. 1. Introduction Oil prices play a key role in stock market performance of oil-importing economies. A decline in oil prices reduces the cost of production and increases economic growth (Narayan et al., 2014). The effect of this is a rise in stock prices due to higher future earnings and dividends (Filis, 2010; Jones &
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Relationship between Financial Ratios in the Stock Prices of .

projected financial ratios. Miri and Abraham (2010) linear and non-linear relationship between the ratio of stock prices in the financial and non-metallic minerals industry Tehran Stock Exchange for the years 2003 to 2007 were reviewed. The results showed that linear and nonlinear relationships between financial ratios and stock prices there is no




9m ago




82 Views






















Stock prediction using a Hidden Markov Model versus a Long Short-Term .

the close price of a stock is used when training and predicting stock prices. All data was retrieved from Yahoo. Historical stock prices from 1 January 1990 until 1 June 2019 results in approximately 7000 data points (trading days) per stock. Data preparation In order to create enough data for the two models to
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Learning from Peers Stock Prices and Corporate Investment - USI

stock prices then an increase in the -rm s own stock price informativeness reduces the sensitivity of its investment to its peer stock price (prediction 1). Indeed, as the signal conveyed by its own . stock price (prediction 2), but not otherwise. The same prediction holds for an increase in the correlation of the fundamentals of a -rm .
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Do stock prices respond to changes in corporate income tax rates?

In the event studies, I regress stock returns on market returns and other factors over a time span well before the events of a tax change, creating a model of how the stock returns behave. Then I use the deviation of stock prices from the model's prediction around the events of the tax change to establish the stock's abnormal returns.
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The Impact of Persian News on Stock Returns Through Text Mining Techniques

Persian news - on the stock prices has been neglected. Consequently, this study aimed to fill this gap. To this aim, the stock index values were collected from the Tehran Stock Exchange along with the . Stock market prediction is a way to understand the future fluctuations of a company's stock price (Jishag et al., 2020). Generally, two .
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Buying Your First Stock - Stock-Trak

Stock Market Game Time: 15 Minutes Requires: StockTrak Curriculum , Computer Access Buying Your First Stock This lesson is an introduction to buying a stock. Students will be introduced to basic vocabulary that is involved with a buying and owning a stock. Stu-dents will be going through the entire process of buying a stock from looking




11m ago




152 Views
















 





















ZBOOK





Free Books library and manuals.




	
	
	
	
	











Contact Us


	Home
	About
	Contact
	DMCA











Mobile






















Copyright ©2024 All rights reserved  by zbook.org



	Terms of Use
	Privacy Policy
	Cookie Policy





















It looks like you're using an ad-blocker

×




Our website is made possible by displaying online advertisements to our visitors.

Please consider supporting us by disabling your ad blocker.





I've disabled it
Close






























About this dialog

Our systems have detected unusual traffic from your computer network. This page checks to see if it's really you sending the requests, and not a robot.

















